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Abstract
High-performance, I/O-intensive applications

often require complicated, split-phase, event-based
implementations. Threads appear to be an attractive
alternative because they allow the programmer to
write a single sequence of operations and ignore the
points at which the execution may be blocked. Unfor-
tunately, the typical amount of memory required to
support this technique prevents applications from
scaling to large numbers of threads.

Rather than relying on event-based programming,
we use a program transformation to provide a low-
cost thread implementation. This transformation
retains the advantages of user-scheduled, event-
based programs, yet efficiently supports large num-
bers of threads. We replace the standard Java thread
mechanism with lightweight PicoThreads and a coop-
erative, event-based, user-level scheduler. 

This is accompanied by a PicoThread-aware,
asynchronous network library. To evaluate our
implementation, we measure the performance of a
simple web crawler running thousands of threads.
Our results show that PicoThreaded programs per-
form comparably or substantially better than
threaded programs when using large numbers of
threads.

1 Introduction
Threads evolved out of the operating system commu-
nity as a general-purpose solution for implementing
concurrent systems. Concurrency is often used by the
operating system to efficiently overlap computation
with concurrent, blocking requests. Threads, how-
ever, are not ideally suited for this purpose. Indeed,
Ousterhout suggests that threads are seldom a good
idea and proposes event-based programming as a bet-
ter alternative [O96].

1.1 Event-Based Programming vs. Thread 
Programming

Event-driven or event-based programs are those
which handle these situations by registering handlers
to respond to various events. In this technique, code
to handle a blocking call first initiates an asynchro-
nous request, and then registers a callback method to
complete the computation when the request has com-
pleted. This implementation strategy does not require
threads or synchronization (on a uni-processor), and
leads to efficient, user-schedulable programs with lit-
tle support from the operating system. Event-based
programs are popular for implementing graphical
user interfaces and are also used to handle large-scale
network services where events correspond to the
completion of an I/O request or the arrival of a new
connection.

While the advantages seem clear, event-based pro-
gramming is not always the right answer. Threaded
programming allows the programmer to write a logi-
cally sequential program, whereas event-based pro-
grams require the programmer to carefully divide
each sequence of operations into non-blocking han-
dlers that maintain persistent state. What began as a
simple block of code degenerates into a much larger
body of code which is often difficult to read, write
and maintain. System threads also provide the illusion
of concurrency on a uniprocessor1. 

However, the reason that event-based programming is
popular is because it solves a large class of problems
which do not require true concurrency. Using threads
to handle overlapping, blocking requests is often
more complicated and costly than necessary. In par-
ticular, synchronization, locking and preemptive
scheduling are not always needed, but the thread pro-
grammer must accept all three and pay the cost in
debugging difficulty as well. For a program running
1. Or actual concurrency when multiple processors are available



2

on a uniprocessor that expects to handle requests
quickly (or yield cooperatively), these burdens are
avoidable.

Assuming one is prepared to deal with synchroniza-
tion, threads are still troublesome, as their memory
footprint can be quite large. For instance, the default
thread created by pthread_create in Solaris 2.5.1
reserves one megabyte of virtual address space for its
stack and maps a minimum of one page (eight kilo-
bytes) of virtual memory. An application which
would like to use many threads suffers from the fact
that memory is allocated for the worst case, even
though a typical thread is not likely to use its full
allotment.

Even if there is enough memory, the application’s
paging behavior is likely to suffer. An application
with 5000 threads uses 40 megabytes just for stack
space and requires more than 32 bits of address
space! As a compromise, the programmer can use a
smaller group of threads and map them onto a much
larger pool of tasks to be completed. This approach is
not ideal because it forces the programmer to com-
promise the simple programming model of one thread
per task. 

In this paper, we will examine the requirements of
high-performance, network-intensive applications
such as web crawlers or web servers. These programs
attempt to execute large numbers of mostly unrelated
tasks as quickly and as efficiently as possible. 

Since a 100 Mb/s network is able to sustain 3000
simultaneous 28.8 Kb/s connections, we would like
our application to be capable of running 3000 threads,
one thread per connection. This one-thread-per-task
approach is appealing because it allows each session
to be modeled within a single flow of control. 

This paper addresses the problems with large-scale
threaded programming and the dichotomy between
threaded and event-based techniques. Our solution is
the PicoThread, a lightweight, user-level Java thread
that can be cooperatively-scheduled, dispatched and
suspended. PicoThreads are implemented in the Java
bytecode language [AG97] via a Java class-to-class
translation.

Whereas the event-based program was forced to reg-
ister a callback and yield control to the event loop,
our translation produces threaded programs that yield

control and a continuation sufficient to restart the
thread where it left off. This allows the programmer
to write in the convenient, sequential style offered by
threads and retain the efficient, low-memory charac-
teristics of event-based programs. In addition, we
implemented an asynchronous, PicoThread-compati-
ble network library and wrote a web crawler in order
to evaluate our system.

1.2 The remainder of this paper 

In the next section, we describe continuation and pro-
vide a context and mechanism for our Java class
transformation. In the third section, we describe the
PicoThread runtime system which is made up of the
scheduler and the network library. Fourth, we intro-
duce Piranha, our massively multithreaded web
crawler and compare it to an alternative Java threaded
version. In the fifth section, we evaluate our code
transformation and speculate on possible future work.
Finally, we present our conclusions.

2 Continuations and CPS Conversion

2.1 Continuations

A continuation is a return address for a procedure.
This is commonly passed on the stack during function
calls in order for procedures to know where to return.
Most user programs do not directly manipulate con-
tinuations. Rather, they are used as a simple all-pur-
pose mechanism for programming language
compilers to implement standard iterative and excep-
tional constructs [FWH92]. In a program that has
been converted to explicit continuation-passing style
(CPS), each code block takes a continuation which
says where to send the return result.

Continuations can also be used in more sophisticated
ways to manage control flow. For example, multi-
threading can be implemented by substituting a
scheduler continuation in every normal procedure
call, allowing the run-time system to control the exe-
cution of a thread at a fine granularity. Instead of con-
tinuing normal control flow, the scheduler can save
the continuation for rescheduling at a later time.

2.2 Continuations in Java

Java byte code can be modified to use explicit contin-
uation-passing, which allows us to implement user-
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level multithreading. A thread’s stack usage can be
calculated statically at compile-time, so compiler-
generated continuations need only save the active
stack and local variables. This calculation of stack
and variable usage is not available to Java threads
because they are created at runtime. By CPS convert-
ing Java byte code, we are able to reduce the runtime
memory requirement incurred by mulithreaded pro-
grams.

2.3 Implementation of CPS Conversion 

2.3.1 Continuations

A PicoThread continuation is a Java object which
contains a reference to the object and method in
which it was created. Since Java’s procedure call
stacks do not have dynamic extent, continuations
must also contain extra state to store a method’s local
variables. PicoThread continuations extend Java
exceptions, so that we may take advantage of Java’s
zero-cost exception mechanism to pass continuations
from method to method.

2.3.2 CPS Conversion

The traditional way to implement continuation-pass-
ing is to generate continuations on every procedure
call [FHW92]. We tried this in an initial version but
found that this style leads to an inefficient implemen-
tation in the JVM [LK97] [MD97]. On every proce-
dure call, we had to package up the local state and
restore it when the call returned. 

As an optimization, continuations are not passed dur-
ing normal execution. Instead, they are constructed
lazily. In the event of a context switch, continuations
are thrown up the call tree, saving the state in each
frame. This method has a negligible effect on the exe-
cution of code where continuations are not used, leav-
ing the common case of procedure invocation to be
just as fast as Java1. 

In Figure 1, when method C wants to context switch,
it creates a continuation (k0) and throws it back to its
caller, method B. B wraps up its local state in a new
continuation (k1) and throws it back to A. A wraps up

1. The overhead amounts to an extra argument, several local vari-
ables, two instructions at the beginning of the code segment, 
and one instruction to push the new argument at each call to a 
method

its local state and throws the new continuation (k2)
back to the scheduler.

When a continuation is rescheduled, each method in
the control pathway is restarted and the local state
restored. Upon reaching the last method call, the
method that caused the context switch now returns
without exception and normal execution of Java code
resumes.

2.3.3 Deficiencies in the CPS Conversion 
Algorithm

The above translation has some deficiencies. Java’s
adherence to strict stack discipline causes several dif-
ficulties in our code translation. First, the algorithm
does not save the stack during a context switch. Val-
ues left on the stack after the method invocation are
not accessible from the exception region, and thus
must be left behind. The cost of saving the stack in
local variables has not been evaluated. However, this
would slow down the execution of a method whether
or not continuations were needed. In our web crawler
application, this was not an issue due to its sequential
code structure. 

Second, it cannot capture a continuation while control
is inside the body of a constructor or between the new
and invokespecial instructions used by the JVM to
construct an object. This restriction means that no call
whose value is used as the argument to a new expres-
sion may capture a continuation. Various techniques
can be applied to compile out these untranslatable
bytecode sequences. 

Figure 1. Continuation Passing in PicoThreads
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Finally, the jump-to-subroutine (jsr) opcode pushes a
ReturnAddress on the stack. The JVM provides a
bytecode to store this value in a register, but no way
to read it without the return (ret) instruction. Since
this register cannot be read, our translation cannot
capture a continuation inside a subroutine block. This
restriction could be removed by replacing jsr and ret
with equivalent goto and tableswitch instructions.

Yet another difficulty in CPS conversion is deciding
which methods and procedure calls to translate. Our
translation does not transform any method in the stan-
dard Java classes. Most of these methods are not
related to I/O and do not block execution of the
thread. However, the standard Thread and I/O classes
must be rewritten to be PicoThread-aware in order to
be used in a PicoThreaded program. If not, a blocking
call will suspend the sole Java thread in which all of
the PicoThreads are running.

3 PicoThreads Runtime System
The PicoThreads implementation includes three com-
ponents: a thread class, a scheduler and a network
library. Each piece is engineered to support continua-
tion-passing and capture. The scheduler uses these
continuations to manage control flow and poll for net-
work events. The threads are used to manage groups
of continuations and present a simple abstraction for
user code. The last part of this section walks through
a typical execution path for a networked application. 

3.1 PicoThreads

PicoThread is a layer above continuations that pre-
sents a Java-like thread abstraction to the user. The
user writes their code using the standard Java thread
class. The first stage of the CPS conversion algorithm
changes all references from java.lang.Thread to
pico.PicoThread. All programs that wish to run
threads implement Runnable (which is converted to
PicoRunnable).

3.2 Scheduler

In our system, a round-robin scheduler processes con-
tinuations from a queue. When a PicoThread begins,
it puts a continuation on the queue. When the sched-
uler dequeues it, it calls the run() method of the asso-
ciated PicoRunnable object. The scheduler wraps this
run() call in a top-level continuation exception han-

dler. Whenever a method throws a continuation it will
eventually be caught by this handler and enqueued. 

3.3 Asynchronous Network Library

The PicoThread network library replaces the Socket,
ServerSocket, SocketInputStream and SocketOutput-
Stream classes from Java. There are four types of
blocking calls in these classes: connect, accept, read
and write. Each blocking call is replaced by a split-
phase call. The first phase initiates an asynchronous
request on the network and returns immediately by
throwing a continuation to the caller. When the net-
work is polled, if any of these asynchronous calls can
be completed, the data is made available and the
library enqueues the blocking PicoThread with the
scheduler.

In Java, DNS lookup is an operation that blocks the
calling thread. In order to make this asynchronous as
well, we found a non-blocking DNS library on the net
and incorporated it into our code [R92].

We had to modify the structure of the user code dur-
ing our translation in order to avoid context-switching
while values were left on the stack. In addition, the
Java Socket constructor performs a connect to the
port before it returns. Since we cannot capture contin-
uations inside constructors, we rewrite the code to
include a separate call to connect after the new Socket
call is complete. 

To achieve high performance, we buffer our Socket
input stream. We have found that varying buffer sizes
between 2-50 kilobytes does not seem to have any
effect on network throughput. If there is no data in the
buffer when a read call occurs, the read call throws a
continuation. However, if the buffer has enough data
in it to fulfill the request, then the data is returned
immediately via normal function return.

3.4 Walkthrough of a Network Call

Figure 2 shows a walkthrough of a network call
through our system. First, the scheduler starts a new
PicoThread (1). This thread calls into user code which
then makes a call into the network library. The library
will take some time to read data from the network (2),
so it throws a continuation signalling that it would
like to yield. Code inserted by the CPS conversion
handles the thrown continuation (3) from the library.
It saves the procedure’s local state into a new continu-
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ation, which is linked to the network’s continuation
and is thrown up to the procedure’s caller. Eventually
a continuation is caught and stored by the scheduler.
When the network library has received its data, it
reschedules the continuation with the scheduler (4-5).
The continuation is restarted and reinvokes the origi-
nal procedure (6). More code inserted by the CPS
conversion uses the continuation to unpack the
method’s local state (7) and reinvoke the suspended
network call. Since the data is now available, the
library can return its results immediately to the call-
ing procedure. Finally, control is returned to the user
code (8). 

4 Piranha: A PicoThreaded Web 
Crawler

Piranha is a web crawler which was written to illus-
trate the programming and performance advantage of
PicoThreads over Java system threads. A web crawler
is conceptually a simple program. Starting from a root
web page, the program reads all the links and recurses
on the new pages. Coding this with threads leads to a
simple implementation.

This implementation spawns a new thread for every
URL to be processed, traversing web pages as fast as
it can. Given the tree-like nature of the web, this pro-
gram quickly creates a large number of threads. In

fact, starting from Yahoo, one can reach around
30,000 links in no time at all.

import java.net.*;

public class Piranha implements 
Runnable {

URL url;

public Piranha(URL u) {
url = u;

}

public void run() {
for(Enumeration e = getLinks(url); 

e.hasMoreElements(); ) { 
URL u = (URL) e.nextElement();
Piranha p = new Piranha(u); 
new Thread(p).start();

}
}

}

4.1 Thread Pools

Any experienced Java programmer will look at this
program and declare it infeasible. Given the current
performance of Java threads, they are right. Threads
are slow to create and use too much memory. Thread
creation and context-switching are known to be slow
in many implementations of the JVM [B97]. Creating
a new thread per URL causes not just one object to be

Figure 2. A Walkthrough of a PicoThreaded Network Call
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created, but all related local data structures as well.
Since Java threads use both a Java stack and native C
thread stack, each would contain at least one page of
stack space. Crawling through 30,000 links, with one
thread per link, would run through 240 MB of mem-
ory. Java, a garbage-collected language, would be
forced to GC constantly. In our tests, we found that
the garbage collector was forced to recover 500 KB
five times every second.

A careful Java programmer has a keen eye for reusing
objects and threads. Object reuse is popular in other
garbage-collected languages, when programmers
need to make sure that no memory is consed during
execution. This leads to a cramped, ad-hoc style of
program that we call thread pools. In order to evaluate
this technique, we wrote a web crawler which preallo-
cates all memory buffers and creates a constant num-
ber of reusable threads. If the URLs in the queue are
consumed more slowly than new ones are generated,
extra ones are discarded.

We ran this version with varying numbers of Java
threads in Java 1.1.5 under Solaris 2.5.1on an UltraS-
PARC 1 to test its performance.

We can see here in Figure 3 that our throughput
maxes out with three Java threads. We get better net-
work bandwidth for larger files, which is to be
expected because we incur less system overhead. We
only ran up to 32 threads because our performance
dropped considerably with more than 8 threads.

4.2 One Thread per URL

We ran the simple web crawler with Java threads and
PicoThreads in Java 1.1.5 under Solaris 2.5.1 on an
UltraSPARC 1. We ran two experiments, one on a
controlled set of web servers in a local cluster, and the
other on Yahoo.

This graph is much more illuminating. We see how a
PicoThread implementation of the simple multi-
threaded web crawler does against an equivalent
implementation that uses Java threads. For each size
file, PicoThreads get three to fifteen times the band-
width of the Java threads. We speculate this is mostly
due to our cooperative, user-level context-switching.

Since a PicoThread only context switches when a net-
work call needs to block, once the read buffer has
been filled, the PicoThread gets to process a large
amount of data before yielding control. Java uses pre-
emptive scheduling and more evenly distributes the
execution time of each thread during parsing of the
HTML files. This leads to slower throughput overall.
In addition, the Java threaded version uses more
memory per thread than the PicoThread version, thus
exhibiting bad paging and cache behavior.

PicoThread performance only achieved a maximum
of 500 Kb/sec, while our optimized thread pool ver-
sion using Java threads achieved 600 Kb/s. We ana-
lyzed the execution status of our PicoThreads
whenever they did a state change and found that our
scheduler and network read/write/connect time was
only using 5-10% of the total time. This means that
90% of the time was spent in Java user code parsing
URLs. Under a JIT compiler or faster VM, our CPU-
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bound code could easily perform better. We also do
not worry about minimizing memory allocation. We
speculate that our web crawler performance would
improve if we took better care to reuse memory struc-
tures in between thread lifetimes.

5 Evaluation

5.1 CPS Conversion

Traditional CPS conversion algorithms use heap-allo-
cated stacks when they know that a block of code will
be returning a continuation. Since Java never heap-
allocates its stack, our code transformation had to
insert bytecode to save the stack during a context
switch. We had to perform data flow analysis to
determine the types of the objects on the stack and in
the local variables in order to meet the JVM’s type-
safety constraints. In other words, this made code
conversion more difficult in Java than in other lan-
guages. This difficulty has also been noted by Oder-
sky and Wadler [OW97]. 

The design of the CPS conversion was also an issue.
Traditionally, each CPS-converted method should
receive a continuation and pass one at every function
call. However, given that the stack and local variables
must be saved and restored at every method call
boundary, this leads to extra work for each procedure
call. This is contrary to the intent that continuation-
passing be a lightweight operation [SS76] [S77]. 

Since this package is only intended to increase perfor-
mance for split-phase, I/O-intensive applications, it is
only necessary to context switch during the slow, but
infrequent, network operations. Therefore, we altered
the traditional conversion technique to create continu-
ations not on every method call, but lazily, after a
context switch has been initiated.

5.2 Scheduling Policy

There has been much discussion in recent years about
exposing scheduling policy to the user [ABLL92].
We experimented with three different schedulers for
our web-crawler: FIFO, LIFO, and random-distribu-
tion. Since the birth-rate of threads greatly exceeded
the death-rate, FIFO and LIFO scheduling policies
produced approximately breadth-first and depth-first
searches of the web, respectively. Due to I/O time-
outs, the real problem with large numbers of threads

is the scheduling interval, not the scheduling policy.
We observed that the scheduling interval for 1000
threads1 was as high as 10 seconds. Clearly, Java’s
performance must improve before larger numbers of
threads become feasible. Our goal of saturating a 100
Mb/s ethernet cannot be realized with today’s Java
implementations on contemporary processors.

5.3 Java Security Implications

One important concern is whether the translation
compromises the Java security model. The translated
code cannot allow unprivileged access to private
methods or local state. Since our translation does not
alter the access flags of any method, field, or class,
we only have to insure that it is impossible for an
unprivileged agent to read, write, copy, or replay a
continuation. We can guard against read and write
attacks by making continuations private inner classes.
We can prevent copy and replay attacks with suitable
protection of the runtime PicoThread library. These
security claims assume that our translation is trusted,
and that no further alterations are made to the class
file.

5.4 Future Work

We were unable to find a Java implementation fast
enough to properly exercise our web crawler. Current
implementations leave it CPU-bound, regardless of
the threading model. Perhaps a better test would be to
have many threads read files over the network with-
out parsing them. 

6 Conclusion
This project shows that it is possible to write highly-
parallel threaded programs that are as efficient as cus-
tom, split-phase, event-based programs. However,
Java’s threading model and overall performance must
improve before this approach can be used effectively.
Cooperative multithreading with PicoThreads is like
event-based programming because it does not require
synchronization or locking, and leads to efficient
implementations without operating system support. It
is better than event-based programming because it
gives the programmer a convenient sequential pro-
gramming model. Operating system threads should
only be used when true concurrency is required.
Thus, cooperative multithreading is the best solution

1. Solaris 2.5.1 imposes a hard-limit of 1024 file descriptors per process.
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when the principle requirement is to overlap compu-
tation with blocking I/O requests.
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